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ABSTRACT
In comparison to the 2D case, object class recognition in 3D
is a much less researched area. However, with the advent of
affordable 3D acquisition technology and the growing popularity of 3D content, its relevance is steadily increasing.
Just as in the 2D case, 3D data is often partial, noisy and
without prior segmentation. Moreover, the object is rarely
observed in a canonical frame of reference with respect to
orientation (or scale). We propose a method, using Houghvoting for local 3D features, which is orientation (and scale)
invariant.

Categories and Subject Descriptors
I.2.10 [Artificial Intelligence]: Vision and Scene Understanding—3D/stereo scene analysis, Shape; I.4.8 [Image
processing and computer vision]: Scene Analysis—Object recognition

General Terms
Algorithms

Keywords
Shape classification, Hough transform, orientation invariant,
SVM, shape descriptors

1.

INTRODUCTION & RELATED WORK

Object class detection and recognition in images has become a very popular research theme over the last years.
With increasingly reliable 3D acquisition techniques, a similar interest in 3D class detection and recognition is expected.
As in the 2D case, there are issues with large within-class
variability, partial information, the lack of prior object segmentation, and differences in orientations and scales. Hence,
we believe that also in 3D, methods using local–rather than
global–features have a greater role to play.
In this paper, we focus on the problem of unknown orientation and, to a lesser extent, scale. In contrast to much

Permission to make digital or hard copies of all or part of this work for
personal or classroom use is granted without fee provided that copies are
not made or distributed for profit or commercial advantage and that copies
bear this notice and the full citation on the first page. To copy otherwise, to
republish, to post on servers or to redistribute to lists, requires prior specific
permission and/or a fee.
3DOR’10, October 25, 2010, Firenze, Italy.
Copyright 2010 ACM 978-1-4503-0160-2/10/10 ...$10.00.

of the 2D object class detection work, which is viewpoint
specific, an important advantage of having 3D information
ought to be that the class detection is less viewpoint dependent. This requirement is strengthened further by the
fact that the orientation under which 3D samples are presented to the recognition system does not necessarily correspond to the viewpoint under which these samples were
originally captured (as often 3D scans are integrated first,
for instance). Thus, even if features are invariant under rotation and scale, it is equally important that all further steps
along the class recognition pipeline are as well. Moreover,
in contrast to many earlier papers in 3D shape retrieval, we
will not assume that objects are pre-segmented, complete
and noiseless [1, 2, 3, 4].
An obvious way of realizing invariance of the entire pipeline
is to use global invariant features, in which case the remaining part is sheer classification. Starting from invariant,
local features, another obvious way of keeping that invariance further on during detection is by following a bag-offeatures (BoF) approach. Nice examples are the work by
Toldo et al. [5] or Shape Google [6]. In the latter case, cooccurrences of feature pairs are counted, leading to an improved performance and a weak form of information about
feature configurations. The danger of spurious detections
can be much larger than in 2D however, because there is
no natural limitation to the size of a 3D model as there is
to an image. One may want to search for objects in large
3D models, e.g. looking for benches in city models. Johnson
and Hebert [1] bring in stronger information about geometric feature configurations as they estimate transformations
between query and model shapes through a RANSAC-like
approach. Funkhouser and Shilane [7] follow a similar pattern of forming groups of consistent correspondences, but increase the efficiency of this grouping. A caveat is that strict
configuration testing works for specific shape matching, but
not for class detection, due to their inherent variability.
Here we propose an orientation invariant method based on
configurations of local features, that is also capable of detecting and localizing shapes belonging to object classes. It
is a generalization of the Implicit Shape Model (ISM) to the
3D case, with a refined the voting scheme. The Hough-based
approach is introduced in § 2. We show how orientation invariance can be incorporated in § 3. Finally, the proposed
methods are evaluated and compared in § 4.
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Figure 1: Illustration of rotation invariant approaches for Hough Transform based classification: Assume, the
query feature d and the training feature p are assigned to the same visual word. Vote λ0 from p to the corresponding training
shape center can be used at query time in the following schemes: (a) Point voting: The query vote λpnt can be generated
by rotating λ0 according to the orientation of a feature-centric co-ordinate system (dx , dy ), corresponding versions of which
are detected at training and query time. (b) Circle voting: When only one dominant direction dx is reliably detected for
feature d, the locus of votes is a circle defined by relative angle αλ0 = angle(λ0 , px ). (c) Sphere voting: Votes can be cast
uniformly in a sphere of radius |λ0 | in the absence of orientation information.

2.

HOUGH TRANSFORM BASED CLASSIFICATION

There are three key parts in the Hough Transform classification process à la ISM [8]. First, a class model is learnt from
a set of training shapes. In the second stage, the learned
class models are used to generate hypotheses of probable
class instances for a query sample. In the final stage, this
hypothesis space is searched for the strongest hypothesis.
These steps are now described in more detail.

2.1

Training stage

Given a training set of 3D shapes st , each with a class
label ct (ct ∈ [1 . . . C] for C classes), our aim is to assign
the correct class label cq to a query shape sq and localize it
accurately.
A shape s is described by a set of characteristic, locally
extracted features. We use ‘3D SURF features’ (see Section
ff described by a tuple such as,
 4). Each feature could be
σp [xp , yp , zp ]
fd
|{z} , |{z} , | {z } where the position refers to
descriptor

scale

position

the displacement of the feature relative to the object center.
Several approaches [8, 9, 6, 5], including ours, then proceed
by clustering all feature descriptors, where each cluster center represents a visual word. The collection of these visual
words forms a so-called visual vocabulary. In this work, a
single vocabulary is built for all object classes. For each
visual word, the tuple of information of the contributing
features (e.g. scale and position w.r.t. object center) are

stored1 . The visual words together with the information
about their contributing features represent the model for a
class.

2.2

Votes generation stage

Given a query shape sq , local features are also extracted
and are assigned to the visual word closest to their corresponding descriptors. When looking for a certain class, the
model for this class is used. Using the visual word and that
model a list of relative positions are obtained, suggesting
where the object center may be. If the features behind the
visual word in the model were observed at relative positions
[x0 , y 0 , z 0 ]T (with respect to the object center) and the current feature is found at [x, y, z]T , then for each model feature
the vote for the object center is generated at
λ = [x − x0 (σ/ σ 0 ), y − y 0 (σ/ σ 0 ), z − z 0 (σ/ σ 0 )]T ,

(1)

0

for the specified class, and for the relative scale σ/ σ . Thus,
voting takes place in 4D spaces, one space for every class.
In order to achieve good results, earlier works [8, 11, 12]
pointed out that it is important to normalize the votes, i.e.
to assign variable weights to them. We have proposed [10]
to use a two-stage normalization:
(i) a statistical weight Wst as every vote should be invariant to the number of training samples in the class,
1
During the learning stage, all training shape features are
assigned to all visual words closer than τ , as in [8, 10].

Sphere voting
Circle voting
Figure 2: Votes from selected features. Votes for the centre of the face class are visualized in green, for the dog class
in red, and for the woman class in blue. The figure shows example for relatively small number of votes as ISM model was
trained from ∼ 5 shapes for each class in this experiment.
(ii) a learnt weight Wlrn which expresses the precision by
which a feature points at the center over all training
samples of a class.
The final weight of vote λij from visual word vj for class
ci is given by the combination of Wst and Wlrn ,
W (λij ) = Wst (vj , ci ) · Wlrn (λij ).

(2)

For more details about the normalization, we refer the reader
to the approach proposed in [10].

2.3

Searching stage

Votes are accumulated in a discretized, class-specific 4D
space. The most likely class and its localization and scale
must be obtained by finding the maximum across all classes.
Non-maximal suppression may be used for additional robustness to spurious maxima, but has not been used in the
experiments.

3.

ROTATION INVARIANT VOTING

The aforementioned voting scheme (presented in § 2.2)
will be referred to as Rotation variant voting as it uses fixeddirectional voting as described in (1). Obviously, this is very
sensitive to object orientation and the robustness of feature
orientation detection. We now investigate how variations
in sample and feature orientation can be handled through
various voting schemes.

Point voting.
Within a class-specific voting space, every feature generates directed votes for the hypothetical shape centers and
shape sizes (see (Eq. 1)), i.e. the votes go to a discrete set
of points. What has been discarded so far is the orientation
of the shape. The vectors connecting features and centers
were assumed to have fixed components. Yet, if the shape
would rotate, these vectors should actually rotate with it.
One obvious way of achieving this is to vote relative to a
co-ordinate frame attached to a feature, if this feature (and
its coordinate system) rotate with the shape. Some feature
detectors (e.g. [13, 14]) can achieve this by computing some
reference directions. The same Hough-voting approach can

then be used, as long as voting happens in relative instead
of absolute directions.
Consider a training feature p whose position to its object
center is given by λ0 . Let d be a feature on the query shape,
assigned to the same visual word as p. We want to find
the vote λ generated by the query feature. Given two reference directions {dx , dy }, the rotation invariant co-ordinate
system of the point d is defined by,
ˆ
˜
Rd = dx dy dx × dy .
(3)
The relative vote λpnt generated by query feature d (using
training feature p) is given by:
0
λpnt = Rd R−1
p λ σd /σp .

(4)

Fig. 1(a) illustrates the rotation of this vote.
Local surface symmetry and noise on the shape may render the determination of a unique co-ordinate frame fragile.
The alternative schemes that follow can mitigate this problem.

Circle voting.
Often, despite difficulties in extracting an entire feature
co-ordinate system, one dominant direction can still be reliably determined (e.g. when the local surface normal is well
defined but the surface is planar or spherical). The reliable
feature direction restricts the location of the object centre
to a specific circle, as now derived.
Let’s denote the reliable direction as px (starting from
feature p). During training, the angle αλ0 subtended by the
vector to the object center λ0 and the feature’s dominant
direction px at the feature position is stored in addition to
existing information. For query feature d, the same angle
must be subtended between the query feature’s dominant
direction dx and the vote vector for the query object’s center
λ. The locus of the query object’s center is thus constrained
to a circle defined by:
λcrc = C + r cos(t)u + r sin(t) · n × u,

(5)

where n = dx /kdx k, u is any unit vector perpendicular to
n, circle center C = d + nkλ0 kσd /σp cos(αλ0 ), and radius

Voting space
Final decision
Original Shape
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Figure 3: Recognized class and location for different voting methods, for the horse shape on the left. We
visualize all extremes higher than 75% of the global maximum. The global maximum is found at the correct location in all
cases, except for the rotation variant one, as one can visually check in the Voting space. At least in this case, also the rotation
variant scheme still got the class right.
r = kλ0 kσd /σp sin(αλ0 ). The above can be visualized as in
Fig. 1(b) and Fig. 2 shows examples of circle votes.

Sphere voting.
When it is not possible to reliably estimate even a single
direction of the feature’s co-ordinate frame, then the alternative is to vote for all possible centers at the prescribed
distance from the feature, i.e. on a complete sphere (see
Fig. 1(c)), instead of restricting voting to points or a circle.
Examples of sphere votes from some features are presented
in Fig. 2.

4.

EVALUATION

We now evaluate the presented methods for rotation invariant classification. First, datasets of different complexity
are presented in § 4.1. Then, we show the Hough Transform classification results in § 4.2, for which the parameter
settings are described in § 4.2.1. We then show and discuss
the experimental comparison of the rotation invariant voting
approaches in § 4.2.2. Finally, we compare the effectiveness
of different descriptors in combination with the classification
method of Toldo et al. [5], in § 4.3. This also allows for a
comparison with the proposed ISM pipeline.

4.1

Datasets

Datasets2 used for the evaluation include:
(i) A basic dataset: Three classes from the Tosca
dataset [15] are used (dog, woman, and face); 23 training shapes were used in 22 artificial orientations each
to create a controlled test set of 506 test shapes (without zero-degree rotation).
(ii) Tosca small resolution [15]: all 9 low resolution,
rigid shape classes, with 19 test shapes and 102 learning shapes in total selected by us.
(iii) KUL: 8 classes (simple classes (cubes, planar slabs),
as well as more complex distinct characters like people
and space ships) from the internet, yield 94 training
shapes and 22 test shapes in total.
2
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(iv) SHREC’09: 40 classes with a total of 720 training
and 20 partial test shapes, preselected for the Partial
Shape Retrieval Contest [16]. This is a tough dataset
as it contains a large number of classes in addition to
partial test shapes.

4.2
4.2.1

Hough Transform rotation invariant classification
Setup

For our method we use 3D SURF features. In [14],
Willems et al . propose an extension of SURF to the spatiotemporal domain (video, 2D spatially + 1D temporally)
where each feature has a spatial and temporal scale. Our
3D SURF features can be seen as a subset [10] of these features where the spatial and temporal scales are identical.
On the other hand, we will consider such features under orientations that are not aligned with fixed axes.
The method is as follows: After voxelization of the shape,
features are found as local extrema of an approximate 3D
DoG filter response. The size of this DoG filter determines
the feature’s scale. We assume the detector to be isotropic,
although this is not completely correct due to discretisation. For each detected feature point, a descriptor is constructed from Haar wavelet responses on the grid around
the feature position. To make it rotation invariant, we look
for uniquely identifiable directions around the feature point.
The first direction, px as defined in § 3, is extracted in the
same manner as 2D SURF features get their orientations.
Around the feature point, contrasts are calculated along 3
orthogonal, fixed orientations. The contributions for the 3
directions are summed independently, within conical wedges
with apex at the feature point. These sums can be considered as the 3 components of a vector. The longest vector
of those vectors yields the first, 3D orientation vector. The
cube in which the 3D SURF descriptor is extracted has one
direction aligned with this vector. The cube can then still
rotate about this first vector. For the extraction of the second dominant orientation, we construct a plane orthogonal
to the first vector. The contrast vectors around the feature
point are all projected onto this plane. Again, the vectors
are summed, but now in planar wedges lying in the selected

Basic dataset
method
Circle voting
Sphere voting
Point voting
Rotation variant

#TP

#FP

501
505
483
469

5
1
23
37

perfor.

99.0%
99.8%
95.5%
92.7%

KUL
#TP

21
20
17
14

#FP

1
2
5
8

Tosca small. res.
perfor.

#TP

95.5%
90.9%
77.3%
63.6%

14
12
10
12

#FP

5
7
9
7

perfor.

73.7%
63.2%
52.6%
63.2%

SHREC’09
#TP

8
8
6
2

#FP

12
12
14
18

perfor.

40.0%
40.0%
30%
10.0%

mean perfor.

77.1%
73.5%
63.8%
57.4%

Table 1: Table summarizes results of different orientation invariant approaches for the task of class recognition.
plane. The longest summed vector yields the second direction.
The resulting features are orientation and scale invariant, and exhibit robustness to noise. The result of this
procedure is a set of descriptors, each associated with a
3D position and scale. For the classification experiments,
we use these 3D SURF features. SURF feature detection
and description took 20.66s on average, which is still significantly faster than the time required for most alternative such
feature types. The calculations were performed on shapes
of 1.2K-65K faces and on a 4xQuad Core AMD Opteron,
1.25Ghz/core. We detected 354 features on average for a
single shape.
During the clustering part, we perform the approximate
K-means algorithm of Muja et al. [17] to build a vocabulary
with 10% of the total features as clusters, following standard
practice in retrieval/classification [9, 8].
For the Hough type voting, the voting space has been
discretised into 15 bins for the 3 spatial and the one scale
dimension. The resolution is observed to be an important
parameter that influences not only the computational time,
but also the performance. Choosing an adequate resolution
for the discretization of the voting space is important in
order to keep accuracy intact.

4.2.2

Experimental Results

The classification results presented in this section are summarized in Table. 1.
First, we perform classification on the controlled Basic
dataset, see the 1st column in Table. 1. Circle and Sphere
voting perform well, while even the Rotation variant method
only misclassified 7.3% of test shapes. As the dataset is designed to only test orientation robustness and not adaptability to deformation, this is an important test.
The same experiment on the KUL dataset, 2nd column,
shows significant improvements using rotation invariant approaches.
SHREC’09 which is the most challenging dataset, evaluated in the 4th column, shows a significant improvement
with rotation invariant methods, due to the widely varying
orientations and the noise and incompleteness of the shapes.
Rot. variant correctly classifies only 10% of the shapes while
the best rotation invariant result boosts the performance up
to 40%.
On the flipside, the Tosca dataset results fail to improve
with the use of rotation invariance. Only circle voting brought
some improvement.

4.3

Comparison between rotation invariant features

Accounting for rotational invariance clearly improves the
classification results, as seen in § 4.2. In this section, we compare several shape descriptors, briefly introduced in § 4.3.1.
For this, we use (our implementation of) the state-of-the-

art method for large scale classification of Toldo et al. [5],
described in § 4.3.2. In this case, if the shape descriptor is
rotation invariant, the classification method is invariant as
well. In § 4.3.3, we discuss the results and compare with our
rotation invariant classification approach.

4.3.1

Shape Descriptors

In addition to 3D SURF (§ 4.2.1), the following rotation
invariant descriptors are tested:
(i) Heat Kernel Signatures [4] (HKS). HKS uses heat
kernel to capture multi-scale isometry invariant geodesic
information between features on a shape by characterizing it as the amount of heat transferred between parts
of the surface. It has been shown to be stable under
shape perturbations from deformations.
(ii) Spin Images [1] (SI). The SI descriptor records a
spatial histogram of the 3D model’s spatial occupancy
by the remaining points w.r.t. the current point. The
histogram is aligned by surface orientation. We used
a spin image size of 20% of the longest point-to-point
distance on the shape and an image resolution of 8 × 8,
which results in a descriptor of 64 bins.
(iii) Shape Distribution [18] (ShapeD2) measures pairwise point distance distributions on the shape. We
used the implementation from the fvs library [19].
(iv) HoughOct produces a histogram of the weighted parameters of the polar representation of the 3D mesh
triangles considered as planar surfaces. We also used
the implemented from the fvs library [19].
(v) 2.5D SURF. We also implemented a variation of the
rendering based methods [20, 21]. We render images
from cameras centered at the vertices of the polyhedral
convex hull. Then, 2D SURF features [22] are collected
across all images for subsequent generation of BoF vectors describing the shape. Note that 2D SURF is 2D
orientation invariant and the collection of features from
various orientations lends an element of 3D orientation
invariance. We experimentally found that the method
gives similar results to Furuya et al. [20].
(vi) Spherical Harmonics [2] (SH). We use the original
implementation of rotation invariant SH expressed as
a combination of basis functions on a sphere proposed
by Kobbelt et al. [2].

4.3.2

The method

An SVM classifier (libsvm library [23]) is learnt on the
descriptor vectors3 derived from the training shapes for the
3

Computed directly as global descriptor, or for local descriptors, obtained as the normalized bag-of-features after the
quantization into the visual vocabulary.

descriptor
3D SURF
2.5D SURF
SH [2]
HKS [4]
SI [1]
HoughOct [19]
shapeD2 [19]

type
local
global
global
local
local
global
global

# TP
20
18
20
11
13
16
11

KUL
# FP
2
4
2
11
9
6
11

perfor.
90.9%
81.8%
90.9%
50.0%
59.1%
72.7%
50.0%

Tosca, small
# TP # FP
12
7
8
11
13
6
16
3
15
4
12
7
7
12

res.
perfor.
63.7%
42.1%
68.4%
84.2%
78.9%
63.7%
36.8%

# TP
12
15
1
2
0
0

SHREC’09
# FP perfor.
8
60.0%
5
75.0%
19
5.0%
18
10.0%
-%
20
0.0%
20
0.0%

mean perfor.
71.2%
66.3%
54.3%
48.1%
–%
45.5%
12.4%

Table 2: The table summarizes results for different shape descriptors using the classification method of
Toldo et al. [5]. On the KUL dataset, we found that 3D SURF and SH outperform all other descriptors. 2.5D SURF and
HoughOct perform well also. While HKS performs badly on KUL, it is the winner with a 84% performance on the Tosca
dataset (representing clean shapes in different poses). Spin Images perform well in this case, but their computation time (on
average >15min for one shape) is the cause for presenting no results on the challenging SHREC’09 dataset. For SHREC’09,
only 3D SURF and 2.5D SURF recognize the majority of the test shapes. Other methods totally fail for this experiment.
different descriptors. Similar to Toldo et al. [5], we define
the kernel function as the histogram intersection [24].

4.3.3

Results

Table. 2 shows the comparison of several descriptors using
the rotation invariant SVM classification approach. Overall,
3D SURF features outperform the other descriptors, while
HKS are best for Tosca and 2.5D SURF for SHREC’09. See
the caption of Table. 2 for more details.
Importantly, 3D SURF in Table. 2 can be compared to the
results in Table. 1. Here, on the basis of the same features,
the Toldo et al. [5] classification method tends to be outperformed by the modified ISM approach (Circle voting) is
often better, except for SHREC’09, as it is known that ISM
needs a large number of shapes for training [8, 11] - even in
2D - than the numbers available here. In this database, there
are 40 classes and each class is learned from only 20 shapes.

5.

CONCLUSION

In this paper, we have presented an automatic rotation invariant method for 3D shape classification. Our contribution
is to integrate orientation handling into the Hough Transform based voting approach. We have investigated several
possible methods to achieve this and have compared their
results on popular 3D shape datasets. We also compared
against the state of the art method of Toldo et al. [5].
Acknowledgment. We gratefully acknowledge the support of EC Integrated Project 3D-Coform.
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